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Context: steelmaking industry 

 Steel industry is a key sector for the European economy 

 Second largest producer in the world, ~ 11% of global output 

 Steel life-cycle 

 From material extraction to usage (and recycling) 

 Steel production 

 From slabs to coils 

 Hot Strip Mill 

 Heats the material  1200º C 

 Laminate the material  high pressure 

 Real-time sensors to control the process 

 Coil parameters  steel quality 

 Thickness  

 Width  

 Flatness measurement 
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Context: industrial scenario – needs 

Problem statement: currently quality is inspected and defects are detected after the HSM 

process. The aim is to enable prediction of coil parameters (thickness, width, flatness) 

using massive streaming real-time data generated during the Hot Strip Mill process. The 

sooner defects are detected, the sooner the process can be modified, benefiting quality 

and costs reduction.  

 Continuous and online learning process, as steel composition varies continuously, and 

so does its mechanical behaviour 

 Most of steel grades produced in 2015 did not exist five years earlier 

 Lack of data due to sensor malfunction 

 Visualization methods required for understanding, achieving operational insights 

 Compare online data with massive historical data 

Business Goal:  

Achieve a reduction of 20% of defections coils and reducing rejected material 

by 15% 
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Context: industrial scenario 
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Data platform overview: objectives 

Our mission is to develop scalable online machine learning techniques for predictive analytics and real-time 

interactive visualization 

taking into account scalability, usability and effectiveness dealing with extremely large data sets and data streams 

and deploy them as ready-to-use solutions for the requirements of the steelmaking industry in particular 

and those of data stream applications in general  

and to integrate them into enhanced version of Apache Flink, a streaming-oriented computational platform. 

Real-time Machine 

Learning for advanced 

massive stream data 

Real-time Hybrid 

Computation (batch 

data and data streams) 

Real-time Interactive 

Visual Analytics for Big 

Data 
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Data platform overview 
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Why Apache Flink? 

 Hybrid batch/streaming engine 

 Easy to develop hybrid architectures (e.g. Lambda & Kappa) suitable for the 

online machine learning algorithms and incremental engine 

 Native support for iterations 

 Better performance for incremental updates (models & partial results) 

 Easy to use for end-users 

 Little tuning or configuration required 

 EU-originated technology 

 

 

 

 

Lambda Architecture in Apache Flink Kappa Architecture in Apache Flink 
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Evolutions on Apache Flink 

 Hybrid engine: enabling hybrid operator for Apache Flink 

 LARA: DSL - Declarative Analytic & ML Language on Apache Flink (LARA) 

 PEACH: Distributed cache, updatable state management system 
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Scalable online machine learning  

 ML challenges in Big Data 

 Distribution & scalability: classic ML techniques are not always suitable for modern big datasets 

 Streaming processing: state of the art of machine learning algorithms for Big Data is 

dominated by offline learning. In streaming scenarios, online learning is required (data is 

processed sequentially one by one but for many epochs). 

 SOLMA: Real-time Machine Learning for advanced massive stream data analytics, 
implemented as a library suitable for Apache Flink 



 

 

 

 
Data-at-rest 

 

 

 

 
Data-in-motion 
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Real-time interactive visualisation 

Raw data 

Moments 

Predictions 

Historical data 

Subscription to vars: [X,Y] 

Data for vars: [x,y] Data buffer 
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Deserialization Data 

collector 

By time / number 

of elements 

App data 

Current coil, 

number of msgs, 

etc. 

Spring Boot RxJava 

Websocket 

Datasources 

Web  

application 

Dashboard 

 Challenge: enabling interactive visualization in data-intensive applications  

 PROTEIC (http://proteic.js.org/): a novel and open-source visualization library focused 

on incremental visualization 

 Incremental interactive visualization architecture 
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Setup & deployment 
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Evaluation: use cases 

 Online analytics: process monitoring, alerts & control 

 

 

 

 

 

 Online pattern identification 

 

 

 

 

 Online flatness prediction 
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Results & conclusions 

 Industrial big data platforms can provide business insights and decision support for 

online business operation (online Business Intelligence). 

 

 Initial evaluation provides promising results in terms of performance, as well as added 

value information and new knowledge provided. 

 

 However, there is still room for improvement in terms of accuracy of the results, and 

refinement for tailoring to the very specific industrial and business needs for assisting in 

operational decision-making in a production environment. 
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Next steps 

 Specific evolution plans for the uses cases: 

 Exploitation and visualization of historical datasets (improving hybrid operations). 

 Refining online training. 

 Integrating online flatness predictions, refining and tailoring accuracy of the results. 

 

 Impact assessment: defining and measuring specific metrics (KPIs and benchmarks). 

 KPIs to evaluate business, operational and industrial impacts. 

 Benchmarks to demonstrate technology advancements. 

 

 Users’ evaluation: usability of the DSS from the users’ perspective (expert operators). 

 

 Defining the roadmap towards a production-ready platform deployment. 
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Thank you for your attention! 

 Contacts: 

 info@proteus-bigdata.com  

       @proteus_bigdata 

 https://github.com/PROTEUS-H2020  

 

 

www.proteus-bigdata.com 

Marcos Sacristán - TREELOGIC 

marcos.sacristan@treelogic.com  

Questions? 
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